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Mobile health Humanoid robots Virtual assistants Autonomous driving
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LLMTED SRS LHIERES

)

Efficient Inference for Large Language Models

(]

Data-level
Optimization
(Sec. 4)

Model-level
Optimization
{Sec. 5)

System-level
Optimization
(Sec. 6)

Prompt Fruning

- Prompt Summary

Input Compression 0
(Sec. 4.1) S it
o .
rpu('se,_-_" Retrieval-Augmented
Generation
Efficient FFN Design
R - Low-Complexity Attention
| Efficient Structure Design | [+ Efficient Attention Design
(Sec. 5.1) Multi /Group-
* Alternate_| Query Attention
Post-Training Quantization
o Q

Model Compression
(Sec. 5.2)

Inference ine
(Sec. GE.;‘)@

Serving System i

(Sec. 6.2)

Cuantization-
aware Training
h : -| Sparse Attention

[ Model

o Quantization

-l Post-Training Quartization

Quantizathon- L.
aware Training

GFTQ [192], LUT-GEMM [193], AWQ [194],
QWO [195], SpOR [196], &.]]nn')wll_\l 11971,
QulP [195], FineQuant [199], QuansEase [200],
LLM-MQ [201], ZeroQuant [202], Flex-
Gen [203], LLM.int5() [204], Smootheuant
[205L ZeroQuant-V2 [206], RFTQ [207].
OliVie [208], 08+ [168], ZoroQuant-FP
Omniquant [210], QLLM [211], ATOM [212],
LLM-FP4 [187], BiLLM [213], Li etal. [214],
AdfineQuant [215], QulP [198], QuIP¥ [216],
QuaRot [217], SpinQuant [218]

CLLM-QAT [187), Norm Tweaking [158],
QLoRA [189], QA-LoRA [190], LoftQ [191]

i

N Sparsification H

+ Weight Pruning

SparselGPT [165], Wanda [166], 1SC [167),
Prune and Tune [168], OWL [16%], B].'."N\ (7o),
oBERT [171], FastPruning [172], RIA [173]
L1M-Pruner [174], Sheared LLaMA [175],
.:.pu-t [176], LoRAPrune [177], LoRAS-

bhear [178], SiceGPT [179], PLATON [180],
CoFi [181], SIMPLE [152], ExpertSpar-
sity II83] SEER-MoE [184], Prunee-Zero [185],

T [186]

'_

I+l Structure Optimi;

Neural A

[ Fachorization)
kL{ hil Search |
White-box KD |
Black-box KD |

- Dynamic Inference '[

Graph and Operator
Eptimization

Speculative Decoding

E

Memory Management

o Scheduling

AEERS

-{ Distributed Systems

SRR

| Structure Oplimization

[ Knowledge Distillation ] E

l Sparse Attention

Newral Architecture Search

Black-box KD}

Longformer [152], Bigbird [153], Structured
Sparse Attention [154]. SemSA [155]. Spat-
ten [156], SeqBoat [157], Adaptively Sparse
Attention [155], Reformer [159], Sparse Flash
Attention [160], Routing Transformer [161],
Sparse Atention [162], HaO [163],
Diffuser [164]

| ['Sparse Transformer [150], StreamingLLM [151],

Structure Factorization —LI oRD [143], TensorGPT []l-II] ;:;ﬁpnw[l-ﬁ]

LILR [146].
Former [148], ASVID [149]

|

—L AutoTinyBERT [138], NAS-BERT [139], Struc- |

re pruning via NAS [140], LibeTransform-
ceSearch [141], AutoDistil [142]

White-box KD —L MindLLM [131], GKD [132], TED [133], Babyl-

m.jm] MiniMok [135], DynaBERT [136],
| KPTD [157]

[ Multitask-ICT [118], MCKD [119], Distilling

Step-by-Step [120], SCoTD [121], CoT Prompt-
'+ ing [122] MCC-KD [123], Fine-tune-CoT [LML

Socratic CoT [125], Pal» [126] SCOTT [127],

| DISCO [128], LaMind-LM [129]. Lion [130]

J

’-I
Lt Dynamic Inference

Samplelevel

1| FastBERT [112], MPEE [113], Global Fast-
' Future Farly Fxit [114], DeeBERT [115]
PABEE (116 HASHEE [117]

|

ANEENS

Token-level

| = CALM [110]. SkipDecode [111]

J

ERUESE



	幻灯片编号 41
	幻灯片编号 42
	幻灯片编号 43
	幻灯片编号 44

